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Enabling Al on EKS Auto Mode

Cluster Add-ons

AMI Configuration

AWS EFA Kubernetes Device Plugin

inter-node high-throughput networking
distributed inference « training

NVIDIA/Neuron Device Plugin

expose accelerator (GPU or NeuronCores) to a K8s scheduler

exposing hardware features via labels

CUDA Kernel Driver

hardware access « memory & other hardware management
can be swapped for NVIDIA GPU operator for flexibility/experiments/dev
Neuron Kernel Driver

hardware access « memory & other hardware management
must be (currently) baked into the AMI

GPU Metrics with Amazon CloudWatch Agent

collect GPU or Neuron metrics
NVML/DCGM-compatible APl « sub-minute resolution « sdd

CUDA/NeuronX Runtime

frameworks integration libs: pyTorch, vLLM etc.
resources abstraction « metrics « multi-GPU support

EBS CSI Driver

k8s interface to EBS service
models and data storage
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Deploying LLMs for Inference
on Amazon EKS Auto Mode




Inference architecture on Amazon EKS Auto Mode
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Deploying Al Agents on
Amazon EKS Auto Mode




Agents interactions

Receive system and \ \ Call LLM for

user prompt reasoning
L
5
>

N |

XA

i il /o —
Plan, reason, and Interact and observe external Call other Store data/interaction
orchestrate environment via tools agents in long & short-term memory
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How to build an Agent with Strands Agents

fastapi FastAPI, Body

strands Agent
strands.models.openai OpenAIModel
strands.tools.mcp MCPClient
openai OpenAl

model = OpenAIModel(
client_args={"base_url": "http://<vllm-host>:8000/v1", "api_key": "EMPTY"}
model_id="<served-model-name>",
params={"temperature": 0.7, "top_p": 0.9, "max_tokens": 4096},

)

r

weather_mcp = MCPClient(url="http://<weather-mcp-host>:8000/mcp")

agent = Agent(model=model, tools=[..., *weather_mcp.list_tools_sync()])
app = FastAPI(lifespan=1ifespan)

@app.post("/chat")

async def chat(message: str = Body(embed=True)):

result = agent.invoke_async(message)
{"response": str(result)}
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Agents Deployment on Amazon EKS Auto Mode
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Kiro and MCP Server
Integration with Amazon EKS




[ ) kanbo — zsh — zsh (kiro-cli-term) » Python — 80x49

%U @@ — awslabs.cdk-mcp-server

An Al-powered, agentic Integrated
Development Environment (IDE)

Prompt to code, to deployment in your Did you know?

° You can specify wait time (in ms) for mcp server loading with
termlnal kiro-cli settings mcp.initTimeout {timeout in int}. Servers
that take longer than the specified time will continue to load in the
background. Use /tools to see pending servers.

« Agentic Al: Features agents that work independently to
build software, including writing code, running tests,
and creating pull requests. g et

* kiro_default
default

* Provide pre-approved tool permissions, context files and P

orchestrator-agent

cloud-operations—-specialist
prompts jira—-pm-assistant

frontend-agent

migration-modernization-specialist

cloud-security-compliance-officer

« Automate workflows in seconds. Analyze errors and e

. [P dev-workshop
trace bugs Wlth preclslon. solution_architect

enterprise-cloud-architect
dba-agent
cloud-financial-analyst
platform-engineering-lead
fullstack—-developer
conductor
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Demo
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Demo Architecture

Summarize/Schedule
my meeting

A

User

Amazon S3
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Elastic Kubernetes Service @ vPC & Route 53 8 CodeCommit EC2 '@ cloud® & CloudFormation @ Cloudwatch & AWS App Mesh @ CloudTrail Elastic Container Service |83 B Lambda & 1AM

e Amazon Elastic Kubernetes Service > Clusters

Amazon Elastic Clusters (O) Info @ Create cluster

Kubernetes Service
Q, Filter clusters

Dashboard

Clusters Cluster name A Status V Kubernetes version ¥V Support period Upgrade policy ¥ Created V Provider ¥V

Settings

No clusters
Dashboard settings You do not have any clusters

Console settings
Create cluster

Amazon EKS Anywhere

Enterprise Subscriptions

Related services
Amazon ECR

AWS Batch

Documentation 2
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Thank you for attending this session. Please show your QR code to
the nearest booth staff.

Thank you!

Sai Vennam
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