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Device Plugin
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Device Plugins “Kubernetes (& device plugin framework Z#z2ft
Device plugins let you configure your cluster with support for L/ _C 3_3\ D s :n%_:'fﬁ}zﬁ L/ _C :/Xj__.[A OD} \_ I< 'j I
evices o e venc etup, such as 7Y —% kubelet (C77 R)\FAZF B EN
GPUs, NICs, FPGAS, or non-volatile main memory. _C g gs 3—,,

() FEATURE STATE: Kubernetes v1.26 [stable]

Kubernetes provides a device plugin framework that you can use to advertise " Ku be rn etes g 'fjid) :I — I< % jj Zg 7413_ 5 1‘%
system hardware resources to the Kubelet. — .~ W
}, NDIC. XA —(IFEFFE/z(E DaemonSet &L

Instead of customizing the code for Kubernetes itself, vendors can implement a

device plugin that you deploy either manually or as a DaemonSet. The targeted T 5_\ j I:I /]/ ﬂﬁg Td: d EVI ce p |. u g | N j& ;ELIZ:IQ:_C‘ % i
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other similar computing resources that may require vendor specific initialization
and setup.

https://kubernetes.io/docs/concepts/extend-kubernetes/compute-storage-net/device-plugins/
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Device Plugin
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https://kubernetes.io/docs/concepts/extend-kubernetes/compute-storage-net/device-plugins/
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NVIDIA device plugin for Kubernetes
) End-to-end Tests failing = go report - release _

Table of Contents

+ About
* Prerequisites
* Quick Start
o Preparing your GPU Nodes
= Example for debian-based systems with docker and containerd
= |nstall the NVIDIA Container Toolkit

= Notes on CRI-0 configuration

o Enabling GPU Support in Kubernetes
o Running GPU Jobs

« Configuring the NVIDIA device plugin binary
o As command line flags or envvars

o As a configuration file
o Configuration Option Details
o Shared Access to GPUs
= With CUDA Time-Slicing
= With CUDA MPS
o IMEX Support
« Catalog of Labels

https://github.com/NVIDIA/k8s-device-plugin
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pod pod metadata:

name: gpu-pod-example

Scheduling Scheduling spec:
containers:
4 - name: gpu-container
image: nvidia/cuda:11.0-base
resources:
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Dynamic Resource Allocation
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https://kubernetes.io/ja/docs/concepts/scheduling-eviction/dynamic-resource-allocation/
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apiVersion: resource.k8s.io/vlbetal
kind: ResourceClaim
metadata:
name: single-gpu-claim
namespace: default
spec:
devices:
requests:
- name: gpu
deviceClassName: gpu.nvidia.com
selectors:
- cel:

expression: device.capacity['nvidia.com'].memory.compareTo(quantity('16Gi"')
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apiVersion: resource.kB8s.i1o/vlbetal

kind: DeviceClass
metadata:
name: gpu.nvidia.com

expression: device.driver
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AWS Neuron announces support for Dynamic Resource Allocation with Amazon
EKS

Posted on: Mar 20, 2026

AWS announces the Neuron Dynamic Resource Allocation (DRA) driver for Amazon Elastic Kubernetes Service (EKS), bringing Kubernetes-
native hardware-aware scheduling to AWS Trainium-based instances. The Neuron DRA driver publishes rich device attributes directly to the

Kubernetes scheduler, enabling topology-aware placement decisions without custom scheduler extensions.

Deploying Al workloads on Kubernetes requires ML engineers to make infrastructure decisions that are not directly related to model
development, such as determining device counts, understanding hardware and network topologies, and writing accelerator-specific
manifests. This creates friction, slows iteration, and tightly couples workloads to underlying infrastructure. As use cases expand to distributed

training, long-context inference, and disaggregated architectures, this complexity becomes a scaling bottleneck.

The Neuron DRA driver removes this burden by separating infrastructure concerns from ML workflows. Infrastructure teams define reusable
ResourceClaimTemplates that capture device topology, allocation, and networking policies. ML engineers can simply reference these
templates in their manifests, without needing to reason about hardware details. This enables consistent deployment across workload types

while allowing per-workload configuration so multiple workloads can efficiently share the same nodes.

The Neuron DRA driver supports all AWS Trainium instance types and is available in all AWS Regions where AWS Trainium is available.
For documentation, sample templates, and implementation guides, visit the Neuron DRA documentation.
Learn more:

+ Neuron EKS DRA templates
» Neuron EKS documentation

* Am

https://aws.amazon.com/about-aws/whats-new/2026/03/neuron-eks-dra-support/
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Neuron DRA Driver
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v' NeuronCore M ¥k R 7L &% (Device ID 2 k7R 0 ¥ —) % Kubernetes scheduler IZEIEABT 5
v DRA driver & Neuron Device Plugin [(F&FTZE U A., 2026/07 B /& T EKS Auto Mode /
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Helm Chart [Z& %54 > X b—JL (neuron-dra-driver DaemonSet & L T#2&h)

helm upgrade --install neuron-helm-chart oci://public.ecr.aws/neuron/neuron-helm-char IO
--namespace neuron-dra-driver \
--create-namespace \

- "devicePlugin.enabled=false" \
"npd.enabled=false" \
"draDriver.enabled=true"

¢ https://docs.aws.amazon.com/eks/latest/userguide/device-management-neuron.html
adws
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Thank you for attending this session. Please show your QR code to the nearest booth sta

Thank you!
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